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1 Introduction

Fig. 1. Königsberg in 1652 (with its seven bridges artfully graffitied).

The internet not having yet been invented, an apparently popular pursuit in 18th
century Königsberg, Prussia was to attempt to stroll around the city, crossing
each of its seven bridges (shown in Fig. 1) once - but only once. Popular opinion
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was that it could not be done, but it was not until Leonhard Euler turned his
attention to the problem that anyone could prove this.

Checking every possible route would be an exercise in extreme tedium, and even
if one were to brute-force a single city layout, it would provide little insight into
another. Fortunately, like any good1 mathematician, Euler attempted to solve all
such questions at once by generalising the problem, thus avoiding the specifics
and distilling out its essence. In doing so, he laid the foundations for what would
become known as graph theory.

The river Pregel divides Königsberg into four distinct regions. Euler’s crucial
observation was that the physical, geographic layout of the city did not matter
- the problem lies only in the connectivity between regions given by the bridges.
Thus we can collapse each region down to a point or vertex, and represent the
bridges as edges between them; one such representation would be the graph in
Fig. 2.

A

B

C D

Fig. 2. A graph of the seven bridges (now, edges) of Königsberg.

Euler’s next observation was that completing the puzzle was equivalent to follow-
ing a trail of vertices, with each step between adjacent vertices corresponding
to an unused edge between them. Moreover, to walk between two vertices such
as A and B via another such as C required a pair of edges to be incident at
C- one to reach it from A, and another to depart by in continuing to B. Thus,
with the possible exception of the start and end of the walk, each vertex must
have an even number of edges incident to it. Unfortunately for the citizens of
Königsberg, all four regions were home to an odd number of bridges, and thus
there could not be a walk that used each bridge, without repeating at least one
of them.
1 that is, lazy, but in a clever way
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Although a few key terms have already snuck into this sketch of Euler’s idea, let
us now put all this on a more formal footing, so that we can settle the question
more rigorously (and, in particular, prove that this need for an even number
of edges almost everywhere is not just necessary, but sufficient, in constructing
Eulerian trails).

2 Basic Definitions

Definition 1. A (simple) graph G is given by a set V of vertices and a set
E whose elements are subsets of two (distinct) elements of V , the edges of G.
If e = {vi, vj} ∈ E then we describe the vertices vi, vj as being adjacent, and
say that the edge e is incident at vertices vi and vj, its endpoints. We denote
G by G(V,E).

It is worth noting immediately that since we are treating E as a set, two ver-
tices are either adjacent, or not. In particular, this means that there cannot be
multiple edges between two vertices, so the object in Fig. 2 is not a graph by
definition 1! It is instead a multigraph, which is obtained by allowing E to be
a multiset- but we’ll stick to sets for now.

Here are some other properties of definition 1 that could be relaxed:

– As the elements of E are sets, we are considering undirected graphs; re-
placing them with ordered pairs would give us directed graphs, where there
can be an edge from u to v without there being one from v to u. (We’ll look
at such graphs on the problem sheet.)

– Since the elements of an edge e are distinct, we are restricting to simple
graphs: those without self-loops. That is, no vertex is adjacent to itself.

– By forcing each e to only link two vertices, we are avoiding the strange world
of hypergraphs, where a (hyper)edge is any subset of the vertices.

We will also assume throughout that V (and so E) is finite. With these assump-
tions, we then have:

Definition 2. The degree d(v) of a vertex v is the number of edges that are
incident at v or, equivalently, the number of vertices it is adjacent to.

Lemma 1 (Handshaking Lemma). For any graph G = G(V,E),∑
v∈V

d(v) = 2×#E.
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Proof. The LHS is the sum of the degrees of each vertex of G, and hence the total
degree. But each edge contributes two to the total degree, since it is incident
at two distinct vertices. So the total degree is also twice the number of edges,
which is the RHS. Thus we have equality.

Corollary 1. The total degree of a graph is even.

Corollary 2. For any G, the number of vertices with odd degree is even.

3 Eulerian Trails and Tours

Definition 3. A walk is a sequence v1, e1, v2, e2, . . . vn of vertices and edges
such that ei = {vi, vi+1} ∈ E for all i. The length of the walk is n − 1, the
number of edges used. If the end vertex vn is the start vertex v1, then the walk
is closed; otherwise, it is open.

Example 1.

A B C

D

E

F

G

A B C

D

E

F

G

A B C

D

E

F

G

A B C

D

E

F

G

A walk of length 3 from A to D; a walk of length 6 from A to D; a closed walk
of length 5 starting at B; and a closed walk F −G− F of length 2.

“I travel not to go anywhere, but to go. I travel for travel’s sake. The
great affair is to move” - Robert Louis Stevenson.

Note that a walk is the most basic way to ‘travel’ around a graph. It makes no
promises of being the ‘best’ route, such as in terms of shortest length (both the
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blue and red routes in Example 1 are walks). Nor does it avoid reuse of edges
or vertices: shuttling backwards and forwards between two adjacent vertices is
a perfectly valid walk! All that matters is that each step respects the graph
structure in that the move from each vertex is to an adjacent one. So it can still
be impossible to walk from one vertex to another, if the graph is a collection of
disjoint pieces:

Definition 4. A graph G(V,E) is connected if for every v, w ∈ V there exists
a walk with v as the start vertex and w the end vertex. A disconnected graph
consists of a number of connected components, whereby any two vertices in
the same component have a walk between them.

Example 2.

A disconnected graph with three connected components.

Definition 5. A trail is a walk that does not reuse any edge (So |{e1, . . . , en}| = n).
If it is closed, then it is called a tour. A trail that uses every edge of G (so each
edge appears once and only once in the trail) is described as Eulerian.

The blue, red and green walks in example 1 are all trails, since none repeat
an edge (the red walk repeats the vertex B, but this is both allowed and often
necessary). Since the green route is a closed walk, it is thus a tour of vertices
B,C,E, F,G. However, the orange walk, whilst closed, reuses the F − G edge,
so is not even a trail (and hence not a tour). Since the graph has four vertices of
odd degree, like the Königsberg graph, it cannot have an Eulerian trail or tour.
We are now in a position to prove this properly:

Theorem 1. A connected graph G has an Eulerian tour if and only if all ver-
tices have even degree.

Proof. We first prove that if there is an Eulerian tour, then every vertex has
even degree. Note that we can think of a tour as starting at any of its vertices.
Thus, let v be a vertex of interest, and start the tour at any w 6= v. Each time
the tour visits v it must reach it via an edge that hasn’t been used before, and
then leave it by another edge that hasn’t been used before. To be an Euler tour,
every edge incident at v is used precisely once, during some visit to v. Thus if
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the total number of visits to v is x, then 2x edges incident to v are used during
those visits, and each edge incident to v is one of those edges. So d(v) = 2x
which is obviously even.

Now suppose every vertex of G has even degree. We will prove by construction
that G has an Euler tour. Pick any vertex v and construct a tour T1 that starts
and ends at v: this is possible since whenever we visit a vertex via an unused
edge, there must (by even degree) be another unused edge to exit along; and
there are only finitely many choices of edges and vertices to visit, so we cannot
avoid returning to v indefinitely.

Either T1 uses every edge of G, in which case it is Eulerian and we are done;
or it does not, and there exist edges of G not in T1. Consider the subgraph
G′ = G\T1 consisting of the edges of G that aren’t in T , and the vertices they
are incident at. Then every vertex of G′ has even degree, and there is at least
one vertex w in both T and G′, else G is not connected. So we may construct a
tour T2 in G′ starting and ending at w, then splice it into T1 by starting at v,
following T1 until we reach w, then following T2 until we return to w, at which
point we resume T1 until arriving back at v. This thus describes a strictly larger
tour T1 ∪ T2, and we obtain a smaller G′′ = G\(T1 ∪ T2). This then is either
Eulerian or we may continue by iteratively splicing in tours T3, T4, . . . until all
edges have been used; which by finiteness of G they must.

Example 3 (Building an Euler Tour).
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We build a first tour T1:

A B C A1 2 3

This does not tour the entire graph, so we pick B as a new start point (since it
both has edges in T1, and not in T1) to find a second tour T2:

B D F E C G B1 2 3 4 5 6
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and again form a new walk, T3, by starting at D :

D G E D1 2 3

This covers all edges of the graph. We splice by following T1 until reaching B ,

then following T2 until it returns us to B , at which point we complete T1. This
gives us T1 ∪ T2, into which we splice T3 by following the former until the first

visit to B , then T3, then reverting to T1 ∪ T2. Our complete Eulerian tour is
then:

A B D G E D F E C G B C A

Corollary 3. A graph G has an Eulerian trail if it has either zero or two
vertices of odd degree.

Proof. If G has zero vertices of odd degree, it has an Euler tour by Theorem
1. It cannot have exactly one vertex of odd degree, by Corollary 2. If there are
exactly two vertices v1, v2 of odd degree, then we may introduce a dummy edge
{v1, v2} to obtain a graph with all vertices of even degree: thus by Theorem 1
it has an Euler tour. By starting that tour at v1 and following it to v2 along
the dummy edge, we can then proceed to visit every edge before returning to
v1. Thus there is an Euler trail in the original graph G that starts at v2 and
ends at v1. But in the same spirit, there cannot be a graph with more than two
vertices of odd degree that admits an Euler trail, since if it did, introducing an
edge between the start and end vertices would give a graph with an Euler tour,
but at least one vertex of odd degree, which is impossible by Theorem 1.

4 Hamiltonian Paths and Cycles

In the previous section we considered visiting every edge of a graph, and found
that it was both easy to characterise when this was possible, and if so, to con-
struct such a route. What happens if we want to visit each of the vertices instead?

Definition 6. A path is a walk that never revisits a vertex- which prevents it
revisiting any edge, so it is also a trail. A cycle is a closed path: that is, it
starts and ends at the same vertex, but otherwise has no repeated vertices or
edges. A path or cycle that visits every vertex of G is described as Hamilto-
nian. If there is a Hamiltonian path between every pair of vertices of a graph
G, it is called Hamiltonian-connected; it is Hamiltonian if it contains a
Hamiltonian cycle.
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The Hamiltonian path problem and Hamiltonian cycle problem may
look similar to the Euler trail / tour problems, but are very much harder.

Specifically, they are NP-complete- verifying an exhibited path/cycle is Hamilto-
nian is easy, but no polynomial time algorithm is known for establishing whether
a given graph G has such a feature. This remains true even with some strong
restrictions on G. However, there are conditions whereby we can guarantee the
existence of a cycle:

Theorem 2 (Dirac’s Theorem). Let G be an n-vertex graph, where n ≥ 3.
Then if d(v) ≥ n/2 for every vertex v of G, then G is Hamiltonian.

Dirac’s theorem says that if G has ‘enough’ edges, then it is Hamiltonian. Before
we attempt a proof, let’s consider some examples that show this condition is not
necessary- there are graphs with relatively low edge density that nonetheless are
Hamiltonian.

Example 4 (The Icosian Game).

The notable 19th century physicist Sir William Rowan Hamilton devised ‘The
Icosian Game’ of finding a Hamiltonian cycle on the dodecahedron (shown above
left, in stereographic projection). This is indeed possible: see example 6 at the
end of this section if you can’t find one yourself! Hamilton sold the idea to
a puzzle company (for £25), leading to a series of products, one of which is
shown on the right: James’ History of Topology drily notes that “it was not a
commercial success”.
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Example 5 (The Knight’s Graph). Consider the graph of possible moves of a
knight on a standard 8× 8 chessboard:

This graph, the Knight’s Graph, admits both Hamiltonian cycles, and (non-
cyclic) Hamiltonian paths:



10 G.Taylor

The number of Hamiltonian cycles on the 8× 8 Knight’s graph is known (undi-
rected, but allowing rotations and reflections, there are apparently 13, 267, 364, 410, 532).
As for the number of Hamiltonian paths? Nobody knows!

Thus warned of its limitations, let’s return to the proof of Dirac’s Theorem.
First, consider that if a graph G is Hamiltonian, then adding edges to G cannot
change that. Formally, having a Hamiltonian cycle is an example of a monotone
increasing property of graphs - other such properties are being connected, or
containing a triangle. Identifying when such properties are likely to emerge is
part of the study of random graph theory.

Not all properties are monotone increasing (or decreasing) - for instance, if you
add edges to an Eulerian graph, to preserve that property you’ll have to find
a new trail that also includes those edges, which could be impossible. But for
monotone properties, we can identify sharp transitions where a graph lacks the
property, but adding (or removing) an edge guarantees it. This idea is central
to the proof of Dirac’s Theorem.

Proof (Of Thm. 2). Suppose (for contradiction) that there exist non-Hamiltonian
n-vertex graphs with every vertex having degree at least n/2.

Let G be such a graph with the maximum possible number of edges: that is, G
does not contain a Hamiltonian cycle, but if any edge is added to G, then the
new graph does.

This implies thatG contains a Hamiltonian path P ; we label the vertices v1, . . . vn
in accordance with that path. Since P is a path but not a cycle, v1 cannot
be adjacent to vn. Nor can they be adjacent to themselves (since we assume
all graphs are simple), so their sets of adjacent vertices N(v1), N(vn) satisfy
N(v1), N(vn) ⊆ {v2 . . . , vn−1}.

Then there exists some vi such that vi neighbours vn, whilst its successor vi+1

neighbours v1. For if not, then N(v1) ⊆ {vi | vi−1 6∈ N(vn)} ∩ {v2 . . . , vn−1}
which has fewer than n/2 elements if N(vn) has at least n/2. We can therefore
follow P from v1 to vi, then take a detour to vn, follow P in reverse back to
vi+1, then return to v1, all via edges of G:

v1 v2 v3
· · ·

vi vi+1

· · ·
vn−1 vn
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In other words, the sequence

v1, v2, . . . , vi, vn, vn−1, . . . , vi+1, v1

is a Hamiltonian cycle in G, as desired. Therefore, there cannot be any graph
satisfying the conditions of Thm. 2 yet not containing a Hamiltonian cycle, else
there would be a maximal one to choose as G leading to the contradiction just
demonstrated.

Since we have been having difficulties with Hamiltonian cycles, let’s end this
section by considering graphs that have no cycles at all (so are definitely not
Hamiltonian):

Definition 7. A connected graph with no cycles is called a tree; if G has no
cycles but is not necessarily connected, then it is a forest2.

Lemma 2. G is a tree if and only if G = (V,E) is a graph such that for all
u, v ∈ V there is a unique path from u to v.

Proof. Let G be a tree. Then G is connected, so there is at least one path P1

from u to v. If there is a second, P2, let x be the first vertex where the paths
diverge, and y the next vertex they share.

u
· · ·

x y v
· · ·

Then there are two paths from x to y with no common edges, so there is a cycle
from x to y along the first and back via the second. But there can be no cycles
in a tree; thus there cannot be a second path from u to v.
Conversely, suppose G is a graph such that for all u, v ∈ V there is a unique
path from u to v. Then obviously G is connected. But G cannot contain a cycle,
else picking any two vertices on that cycle we have distinct paths between them
by following the cycle in opposite directions. So G is a connected graph with no
cycles - a tree.

Lemma 3. G = (V,E) is a tree if and only if G is connected, but removing any
edge of G makes it disconnected.

Proof. Suppose G is a tree; by definition it is connected. Let euv = {u, v} ∈ E.
Then euv is a path from u to v, and by Lemma 2 it is the only one. So deleting

2 since it is a collection of trees, and coiners of mathematical jargon can rarely resist
a bad pun.



12 G.Taylor

euv disconnects G since there is no path from u to v.
Conversely, suppose G is connected, but removing any edge makes it discon-
nected. Then we have connectivity by assumption; we need that G is cycle-free.
If there were a cycle in G starting at u, with v the next vertex in one direction,
then we could delete euv without disconnecting G, since we could follow the
cycle in the opposite direction from u to v, so it remains in the same connected
component as u. But this contradicts our assumption on G, so it cannot contain
a cycle and is hence a tree.

Lemma 4. G = (V,E) is a tree if and only if G has no cycles, but adding any
edge to G creates a cycle.

Proof. Suppose G is a tree. Then it has no cycles; we must show that adding
any edge {u, v} 6∈ E creates a cycle. But by Lemma 2, there is a unique path
from v to u, so adding euv would create a cycle at v.
Conversely, by assumption G is cycle-free, so we need only show connectivity.
But it cannot be disconnected, for if it were, picking vertices u, v from different
connected components would allow us to add the edge {u, v} without creating a
cycle, which contradicts our assumption on G.

The property ‘is a tree’ is therefore neither monotone increasing, nor monotone
decreasing - adding any edge breaks it, as does removing any edge. However, ‘is
a forest’ is an example of a monotone decreasing property: removing an edge
from a graph which is disconnected and contains no cycles cannot connect it,
nor create a cycle.

Here’s one last way to recognise trees, now in terms of edge-count (believe it or
not, there are still even more equivalent definitions: perhaps you can formulate
one?)

Lemma 5. G = (V,E) is a tree iff G is connected and |E| = |V | − 1.

Proof. Suppose we have a k-vertex tree. If k = 1, 2 or 3, then clearly |E| = n−1:

We proceed by strong induction, assuming that any k-vertex tree with k ≤ n has
k − 1 edges, and considering an n+ 1-vertex tree G. By Lemma 3, deleting any
edge fromG disconnects it into l− andm-vertex graphsGl,Gm with l+m = n+1
and 1 ≤ l,m ≤ n. But then Gl, Gm are components of a forest, so they are trees,
and hence by inductive hypothesis have l − 1 and m − 1 edges respectively.
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Therefore G has 1 + l − 1 +m− 1 = l +m− 1 = n edges as required.
Conversely, if G is an n-vertex graph with n − 1 edges, then deleting any edge
from G gives an n-vertex graph with n − 2 edges, which cannot be connected
(consider building up a connected component one edge at a time). So, by Lemma
3, G is a tree.

What all this is saying is that trees are the most efficient way to explore a set
of vertices. That is, given n vertices, you can connect them together with n− 1
edges only by avoiding ‘wasting’ an edge on the creation of a cycle, whilst using
fewer edges it is impossible to reach every vertex from every other. In fact, given
an n-vertex connected graph G = (V,E) we can construct an n-vertex tree on
V using only edges from E: such a tree is a spanning tree for G.

Finally, as promised here’s a solution to the Icosian game:

Example 6.

5 Adjacency Matrices

By restricting our interest to just the adjacency of vertices, we find that seem-
ingly different graphs are in fact just different representations of the same ab-
stract structure. For instance, all of the images in example 7 are in some sense
‘the same graph’ - specifically, an object known as the Petersen graph:
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Example 7 (Four views of the Petersen Graph).

(i)
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It should be immediately apparent that there is no mathematical difference
between graphs (i) and (ii), since all that has changed are visual properties:
colour, shape, and labelling language (letters instead of numbers). Without the
numbering of vertices, it might be hard at first glance to verify that (i) and (iii)
are the same, but by checking the neighbours of each, it can be seen that the ten
vertices have simply been repositioned in space. A similar analysis shows that
(iv) is just a repositioning (and fresh colour makeover) of the lettered vertices
in (ii)- which was itself equivalent to (i).

Formally, we capture such equivalence by the notion of isomorphism:

Definition 8. Let G1 = G(V1, E1) and G2 = G(V2, E2) be two graphs. We
say that G1 and G2 are isomorphic if there exists a bijection f : V1 → V2
such that {v1, v2} ∈ E1 ⇔ {f(v1), f(v2)} ∈ E2. Such an f is called a graph
isomorphism.
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Example 8. Graph (i) in example 7 has V1 = {1, . . . , 10} and

E1 = {{1, 2}, {1, 9}, {1, 10}, {2, 3}, {2, 6}, {3, 4}, {3, 8}, {4, 5}, {4, 10},
{5, 6}, {5, 9}, {6, 7}, {7, 8}, {7, 10}, {8, 9}}

whilst Graph (iv) has V2 = {A, . . . , J} and

E2 = {{A,B}, {A, I}, {A, J}, {B,C}, {B,F}, {C,D}, {C,H}, {D,E}, {D,J},
{E,F}, {E, I}, {F,G}, {G,H}, {G, J}, {H, I}}.

The map f that sends 1 ↔ A,. . . ,10 ↔ J is clearly a bijection, and satisfies
{i, j} ∈ V1 ⇔ {f(i), f(j)} ∈ V2. So Graphs (i) and (iv) are isomorphic.

Interestingly, the Graph Isomorphism Problem is in the complexity class
NP - it’s easy to check a claimed isomorphism works, but no polynomial time
algorithm is known for finding one - but it is not known to be NP-hard. So it
could be in P, and thus easy to solve even if P6=NP, in which case there are no
efficienct algorithms for hard graph problems like the Hamiltonian cycle problem.
Or it could be just as bad as them. No-one knows!

So far, we’ve generally thought visually, despite defining graphs in terms of vertex
and edge sets. It turns out that a third characterisation is convenient, as it allows
us to recast the study of graphs in terms of linear algebra:

Definition 9. Let G = (V,E) be an n-vertex graph. The adjacency matrix of
G is the n-by-n matrix A given by

Aij =

{
1 If {vi, vj} ∈ E
0 otherwise

Corollary 4. For the simple undirected graphs we are considering, the adja-
cency matrix is a symmetric {0, 1}-matrix with zeroes on the diagonal.

It is worth noting that the adjacency matrix will vary depending on the ordering
assigned to the vertices - the ith row of the matrix describes the neighbours of
vertex vi. So given a graph G, we could pick a different vertex ordering, and
(potentially) get a different adjacency matrix - raising the question, what is ‘the’
adjacency matrix of a graph? Fortunately, any rival adjacency matrix produced
in this way will be related to the original in a precise manner:

Proposition 1. For each isomorphism class of graphs, the adjacency matrix is
unique up to permutation of the rows and columns (equivalently, if A1,A2 are
adjacency matrices for G, then A1 = P−1A2P for some permutation matrix P,
corresponding to an alternative ordering of the vertices of G).
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So for each isomorphism class of graphs, we have an equivalence class of matrices
(under the operation of conjugation by a permutation matrix). Any matrix from
that class serves as a representative of the isomorphism class of graphs, and two
graphs are isomorphic if and only if their adjacency matrices are equivalent.

Definition 10. We let N
(r)
ij denote the number of walks of length r from vi to

vj.

Proposition 2. If A is the adjacency matrix, then

N
(r)
ij = [Ar]ij .

Proof. For r = 1, there is clearly only a walk of length 1 from vi to vj if Aij = 1.
For a path of length r + 1 from vi to vj , we may follow the edge from vi to any
neighbour vk - that is, for any k satisfying Aik = 1 - then any length r path

from vk to vj , of which there are N
(r)
kj . So, inductively,

N
(r+1)
ij =

n∑
k=1

AikN
(r)
kj =

n∑
k=1

Aik[Ar]kj = [A ·Ar]ij = [A(r+1)]ij

Recall that λ is an eigenvalue of A if there exists v 6= 0 such that Av = λv;
such a v is an eigenvector. The characteristic polynomial of A is

ΦA(x) = det(xI−A).

The roots of the characteristic polynomial are precisely the eigenvalues of A. The
spectrum of A is the list of eigenvalues of A, with their algebraic multiplicities
(that is, the number of times they occur as a root of ΦA).

Definition 11. Let G be a graph with adjacency matrix A. We may define the
spectrum of G, spec(G), to be that of A.

It makes sense to speak of ‘the’ spectrum of a graph, even though it is defined
in terms of the adjacency matrix, as it turns out to be a graph invariant.
That is, it doesn’t matter which adjacency matrix we pick as representative of
an isomorphism class of graphs as we will arrive at the same answer.

Formally, let A be the adjacency matrix of G, and A′ the adjacency matrix of
some G′ such that G ∼= G′. Then there exists non-singular P such that A′ =
P−1AP.
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But then

ΦA′(x) = det(xI−A′) = det(xI−P−1AP)

= det(P−1xIP−P−1AP) = det(P−1(xI−A)P)

= det(P−1)det(xI−A)det(P)

=
1

det(P)
ΦA(x)det(P)

= ΦA(x)

so A and A′ have the same characteristic polynomial, hence the spectrum of G
is well-defined.

Definition 12. We say that two graphs with the same spectrum are cospectral.

Clearly, isomorphic graphs are cospectral. However, it is possible to cospectral
without being isomorphic:

Example 9. The graphs

both have Φ(x) = (x+ 2)(x+ 1)2(x− 1)2(x2 − 2x− 6) and spectrum

{−2,−1(2), 1(2), 1±
√

7}

but are not isomorphic.

These graphs are clearly not isomorphic since the lists of their vertex degrees
are different; turning this around, we see that the spectrum alone can’t tell us
the vertex degrees. We’ll see several properties of this nature: graph features
such that there exist cospectral graphs G, G′ where one has the feature, but the
other does not. The pursuit of spectral graph theory is not completely hopeless,
however, so we’ll also look at some of the information the spectrum does allow
us to recover.

First, however, we need some more details from linear algebra.

Lemma 6. If A is a real symmetric matrix, and u,v are eigenvectors of A with
distinct eigenvalues, then u and v are orthogonal.



18 G.Taylor

Proof. Let Au = λu, Av = τv. Then

uTAv = uTATv = (vTAu)T = (vTλu)T = λuTv

But uTAv is also equal to τuTv so (τ − λ)uTv = 0. As τ 6= λ, we conclude
uTv = 0, so they are orthogonal.

Lemma 7. The eigenvalues of a real symmetric matrix A are real numbers.

Proof. Let λ be an eigenvalue of A with eigenvector v 6= 0, so Av = λv. Then

λv = λv = Av = Av = Av

so λ is an eigenvalue of A with eigenvector v.
By the previous lemma, if λ 6= λ then vTv = 0, but vTv = |v| > 0. Hence
λ = λ, so λ ∈ R.

This means that the spectrum of a graph is a list of real numbers (with mul-
tiplicity), so we can order them and meaningfully talk about (for instance) the
largest, smallest, or second largest eigenvalue.

Recall that an n×n matrix A with eigenvalues λ1, . . . , λn, is diagonalisable if
there exists non-singular Q such that A = QDQ−1 with

D =


λ1 0 0 · · · 0
0 λ2 0 · · · 0
...

. . .
. . .

. . .
...

0 · · · 0 λn−1 0
0 · · · 0 0 λn


Matrices are not necessarily diagonalisable, but real symmetric matrices are, and
thus we can always diagonalise the adjacency matrix of a graph. However, the
general case is not much more complicated, and allows us to handle directed
graphs (for which the adjacency matrix, whilst still real, needn’t exhibit sym-
metry). So we will work instead with the Jordan Normal Form:

Lemma 8. For a matrix A there exists a nonsingular Q such that A = QJQ−1,
where J is upper triangular and block diagonal,

J =


J1 0 · · · 0
0 J2 · · · 0
...

...
. . .

...
0 0 · · · Jp
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and each “Jordan block” Ji is an upper triangular square matrix of the form

Ji =


λi 1 0 · · · 0
0 λi 1 · · · 0
...

. . .
. . .

. . .
...

0 · · · 0 λi 1
0 · · · 0 0 λi


and each diagonal entry λi an eigenvalue of A.

The number of times an eigenvalue λ appears on the diagonal of J is its algebraic
multiplicity am(λ), i.e., its multiplicity as a root of ΦA(x). So the diagonal
entries of J, with multiplicity, are the eigenvalues of A with multiplicity (i.e.,
the spectrum).

The number of blocks containing some λ is its geometric multiplicity, the
dimension of its eigenspace; necessarily gm(λ) ≤ am(λ).

If there are d distinct eigenvalues, then by definition
∑d

i=1 am(λi) = n; A is

diagonalisable if and only if
∑d

i=1 gm(λi) = n too. That is, diagonalisable ma-
trices correspond to the special case where gm(λ) = am(λ) for every λ; having
n distinct eigenvalues is sufficient for this (since it’ll force 1× 1 Jordan blocks),
but not necessary.

Thus armed, let’s denote by Cr the number of closed walks of length r (that is,
containing r edges) in a graph.

Note: we count v1 → v2 → v3 → v1, v2 → v3 → v1 → v2 and v1 → v3 → v2 → v1
as distinct cycles of length 3.

Proposition 3. Let A be the adjacency matrix of an n-vertex graph. Let the
eigenvalues of A, counted with multiplicity, be λ1, . . . , λn. Then the number of
closed walks of length r is

Cr =

n∑
i=1

λri .

Proof. By proposition 2, we have

Cr =

n∑
i=1

N
(r)
ii =

n∑
i=1

Ar
ii = Tr(Ar).

By the Jordan Normal Form Theorem, there exists a nonsingular P such that
A = PJP−1. Thus

Cr = Tr(Ar) = Tr([PJP−1]r) = Tr(PJrP−1) = Tr(JrP−1P) = Tr(Jr) =

n∑
i=1

λri
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Corollary 5. Let A be the adjacency matrix of an n-vertex graph G = (V,E)
Let the eigenvalues of A, counted with multiplicity, be λ1, . . . , λn. Then

|E| = 1

2

n∑
i=1

λ2i .

Proof. For every eij ∈ E we have a closed walk of length 2 from i to i, and
another from j to j; and this is the only way to have a closed walk of length 2.
So C2 = 2|E|, but C2 =

∑
λ2i by proposition 3.

Corollary 6. Let A be the adjacency matrix of an n-vertex graph G = (V,E)
Let the eigenvalues of A, counted with multiplicity, be λ1, . . . , λn. Then the num-
ber of triangles in G is

1

6

n∑
i=1

λ3i .

Proof. For every triangle of vertices i, j, k, there are six closed walks of length 3
(ijk,ikj,jki,jik,kij,kji); and it is impossible to have a closed walk of length 3
that isn’t on a triangle of vertices.
So C3 = 6|E|, but C3 =

∑
λ3i by proposition 3.

This result holds because a closed walk of length three is necessarily a cycle of
length three (a triangle). But non-cyclic walks of length four exist, so we can’t
hope to compute the number of squares (or n-cycles for higher n) in a graph via
Proposition 3.

The next example shows that actually, there is no way to compute the number
of squares from spectral data alone:

Example 10. The graphs

are cospectral: both have ΦA(x) = x5 − 4x3 and hence

spec(A) = {2,−2, 0(3)}.

In general, then, we can’t count cycles using spectra, since we have cospectral
graphs with different numbers of 4-cycles. Example 10 also shows that connec-
tivity cannot be determined by the spectrum.
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Summary
The spectrum of a graph G = (V,E) is an invariant of its isomorphism class,
and we’ve seen that it can tell us:

– |V |;
– |E|;
– The number of triangles in G;
– The number of closed walks of length r in G;
– and that G′ is not isomorphic to G if they have different spectra.

There are many other (rather more sophisticated) properties that can be deduced
from the spectrum; the spectral gap given by the difference between the largest
and second largest eigenvalue gives information on the connectivity, expansion
and randomness of a graph. However, the existence of cospectral graphs means
that this field has it’s limits. In particular, we’ve seen that the spectrum cannot
capture:

– The number of squares in G (so in general, we cannot count cycles);
– The degrees of the vertices of G;
– Whether G is connected;

and most importantly, it can’t be argued that G and G′ are isomorphic, just
because they have the same spectrum.

6 Planarity

In this section, we’ll try to reintroduce some geometry to our study of graphs.
In particular, we’ll be interested in graph drawing, and the issue of planarity:

Definition 13. A planar graph is one which can be drawn in the plane without
any edges crossing. Such a drawing is called an embedding of the graph in the
plane.

An immediate observation to make is that although a single drawing without
crossings is enough to declare a graph planar, a drawing with crossings does not
force it to be non-planar: you might just be bad at drawing. With care, one
can construct visual arguments as to why it is impossible to complete a drawing
without introducing crossings, as attempted in the graffiti shown in Figure 3.
But it is hard to guard against missing a case, or assuming too much with your
initial layout choices. Instead, it is worth introducing ideas in terms of the vertex
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and edge sets that apply to all possible drawings, and reason with those to infer
(non)planarity of graphs without having to draw anything!

Fig. 3. Graffiti at MIT- a ‘proof’ that K5 is non-planar. Since street-art is taken
particularly seriously here in Bristol, we’ll prove this rigorously soon.

Definition 14. An embedding divides the plane into some number f of regions
or faces; one of these has infinite area, and is called the infinite face. For each
face F , we define its degree deg(F ) to be the number of edges encountered in a
walk around the boundary of F .

Care should be taken over vertices of degree one, which will contribute two to
the degree of the face containing them (since one must walk along an edge to
them, then walk back along it to continue the trip around the face).

Example 11.

A B C D

For this embedding, face A has degree three, B has degree four, C has degree
five - not three! - and D, the infinite face, has degree six.
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Intuitively, it’ll be hard to find embeddings of graphs that have lots of edges.
The worst case, then, would be the graphs with all possible edges, and indeed
these turn out to be problematic very quickly.

Definition 15. For any n ∈ N, the complete graph Kn is the n-vertex graph
in which every vertex is adjacent to every other.

Definition 16. A graph G = (V,E) is bipartite if V can be divided into disjoint
sets V1, V2 such that every edge of G is of the form {a, b} with a ∈ V1, b ∈ V2. If
every vertex of V1 is joined to every vertex of V2, with |V1| = m, |V2| = n, then
G is the complete bipartite graph Km,n.

It is worth playing around with pen and paper to see which complete graphs -
regular, or bipartite - you can find embeddings for. As hinted at earlier, K5 is
non-planar, as is K3,3, but we’ll need some machinery to prove those. Here’s the
first piece:

Theorem 3 (Euler’s Formula). Let G = (V,E) be a connected planar graph
such that |V | = v, |E| = e. Suppose there is an embedding of G with f faces.
Then

v − e+ f = 2.

Proof. We induct on e. If e = 0 we have a single vertex, and no edges, sitting
in the infinite face: v − e + f = 1 − 0 + 1 = 2 as required. If e = 1 then (by
connectivity) we have a pair of vertices joined by a single edge sitting in the
infinite face: v − e+ f = 2− 1 + 1 = 2.

Now let k ∈ N and suppose the result is true for any connected planar graph
with e edges where 0 ≤ e ≤ k. Let G be a connected planar graph with v vertices
and e = k+ 1 edges embedded so as to give f faces. Pick an edge {a, b} ∈ E and
consider the effect of deleting this edge to give the subgraph H = G− {a, b} of
G. H is either connected or disconnected.

If H is connected, then it cannot be that either vertex a or b has degree one, else
it would certainly be isolated by the deletion of {a, b}. Thus {a, b} acts as the
boundary between two faces in the embedding of G, which merge on deletion.
H therefore has v vertices, k = e − 1 edges and f − 1 faces. By the induction
hypothesis, 2 = v − (e− 1) + (f − 1) = v − e+ f as required.

If H is disconnected, then it comprises of two components H1, H2 with v1, e1, f1
and v2, e2, f2 vertices, edges and faces respectively. We know v1+v2 = v, e1+e2 =
k = e−1 and f1+f2 = f+1 due to double-counting of the infinite face. Applying
the inductive hypothesis to each of H1, H2 (since e1 ≤ k, e2 ≤ k) we have

v1 − e1 + f1 = 2 and v2 − e2 + f2 = 2
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so 4 = (v1 + v2)− (e1 + e2) + (f1 + f2) = v − (e− 1) + (f + 1) = v − e+ f + 2,
i.e., v − e+ f = 2.

Euler’s formula allows us to tie together the number of vertices and edges with
the number of faces. This next result relates the face degrees to the number of
edges:

Lemma 9 (Handshaking lemma for planar graphs). For a connected pla-
nar graph G, ∑

i

deg(Fi) = 2|E|.

Proof. Each edge either borders two faces - and so contributes once to the degree
of each of them - or terminates in a vertex of degree one inside some face, and
thus is encountered twice in the walk around that face.

Any two embeddings of a particular graph will have the same number of faces,
by Theorem 3. However, example 12 shows that their individual degrees can
depend on the embedding, so we can only consider collective properties (such as
in the Handshaking lemma).

Example 12.

A B C D

For this embedding of the graph from example 11, we now have two faces of
degree three, one of degree four, and one of degree eight.

Combining information on the graph (vertex and edge counts) with that on
a potential embedding (number of faces, and their degree) allows us to place
bounds on which graphs can be embedded.

Corollary 7. Let G = (V,E) be a connected planar graph such that |V | = v,
|E| = e > 2. Suppose there is an embedding of G with f faces. Then 2e ≥ 3f
and e ≤ 3v − 6.

Proof. The boundary of each face contains at least three edges, so

2e =

f∑
i=1

deg(Fi) ≥ 3f.
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By Euler’s Formula, 2 = v − e+ f , so 2 ≤ v − e+ 2
3e = v − e

3 , so 6 ≤ 3v − e, or
e ≤ 3v − 6.

The graph Kn has n vertices and n(n−1)
2 edges. Therefore K5 - with 5 vertices,

and 10 edges - cannot be planar. Thus Kn is nonplanar for any n ≥ 5 (since if
any Kn with n ≥ 6 were planar, we could use an embedding of it to find one for
K5 by erasing the extra vertices and edges).

Corollary 8. Let G = (V,E) be a connected bipartite planar graph such that
|V | = v, |E| = e > 2. Suppose there is an embedding of G with f faces. Then
2e ≥ 4f and e ≤ 2v − 4.

Proof. We now have that any face has at least four edges in its boundary, since
a bipartite graph cannot contain a triangle. We then apply handshaking and
Euler’s Formula to obtain the desired inequalities.

Thus the complete bipartite graph K3,3 - with 6 vertices, and 9 edges - cannot
be planar.

It turns out that these two examples - K5, and K3,3 - capture essentially all
there is to be said about planarity.

Definition 17. Let G = (V,E) be a graph such that E 6= ∅. Pick an edge
e = {u,w} ∈ V , add a new vertex v to V and replace e with new edges {u, v}
and {v, w}. The resulting graph is called an elementary subdivision of G.

Definition 18. Two graphs are homeomorphic if they are isomorphic, or they
can both be obtained from the same starting graph H by a sequence of elementary
subdivisions.

Given a planar graph H, any elementary subdivision G is still planar- we can
take the edge from u to w as in the original embedding, and simply place v
halfway along it. Conversely, if G is planar and was obtained from H by el-
ementary subdivisions, we can use the embedding of G to find one of H by
erasing the appropriate vertices and merging the broken edges. Thus planarity
or non-planarity is preserved by homeomorphism.

Theorem 4 (Kuratowksi’s Theorem). A graph is nonplanar if and ony if it
contains a subgraph that is homeomorphic to either K5 or K3,3.

It’s easy to see that ‘being planar’ is a monotone decreasing property: if G is
planar, so are all its subgraphs. Thus, the existence of a nonplanar subgraph
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clearly forces nonplanarity, so the reverse direction of Kuratowski’s Theorem is
easy.

Example 13. The graph G given by

is non-planar.

Proof. We note that Corollary 7 does not immediately force G to be non-planar:
it has 7 vertices, and 13 edges, which satisfies e ≤ 3v− 6. As it doesn’t have K5

or K3,3 as a subgraph, we must try to find a subgraph homeomorphic to one of
them.

Consider the graph G′ obtained by deleting the edges highlighted in red:

Then G′ almost contains K3,3 as a subgraph, except there is one edge missing.
However, the two vertices lacking this edge are both neighbours of the leftmost
vertex, making G′ an elementary subdivision of K3,3:

G′

K3,3
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But if G2 can be obtained from G1 by a sequence of elementary subdivisions,
then G1 and G2 are homeomorphic (just take H = G1 in definition 18). So G′

is homeomorphic to K3,3, and hence non-planar. Therefore G cannot be planar
either.

Proposition 4. The spectrum of a graph cannot determine whether or not it is
planar.

Proof. The graphs

both have characteristic polynomial

x7 − 13x5 − 12x4 + 17x3 + 10x2 − 8x

and are therefore cospectral. Since the first was shown to be non-planar in the
previous example, and the other is visibly planar, the spectrum cannot determine
this property.

The forward implication of Kuratowski’s theorem - that any nonplanar graph
necessarily contains a subgraph homeomorphic to K5 or K3,3, rather than some
other obstruction to being planar - is much more difficult to prove, and will not
be covered in this course. Instead, we’ll look at an application of planarity to a
geometric problem much older than graph theory; the Platonic solids.

Definition 19. A regular graph is one in which every vertex has the same
degree. If that degree, d, is known, we call it a d-regular graph. A 3-regular graph
may also be described as cubic.

Definition 20. A regular solid is a solid geometric figure where each face is
the same regular polygon (a polygon with all angles equal, and all sides of the
same length), and the same number of such faces meet at each corner (vertex).



28 G.Taylor

Theorem 5. The only regular solids are the five Platonic solids: the tetrahe-
dron, cube, octahedron, dodecahedron and icosahedron (see figure 4).

Proof. The graph of the vertices and edges of a regular solid is planar. It is
d-regular for some d ≥ 3. Each face has the same degree k ≥ 3. By handshaking
(Lemma 1), dv = 2e; further, kf = 2e by handshaking for planar graphs (Lemma
9). Thus

v =
2e

d
and f =

2e

k
.

By Euler’s Formula, v − e + f = 2. So 1
d + 1

k = 1
e + 1

2 >
1
2 . But if d ≥ 4 and

k ≥ 4 then the LHS is at most 1
2 . So at least one of d, k is at most 3. But both

are also at least 3. So either:

1. d = 3, k ≥ 3: then 1
3 + 1

k = 1
e + 1

2 so 1
k = 1

e + 1
6 ≥

1
6 so k = 3, 4, or 5;

2. k = 3, d ≥ 3: then d = 3, 4 or 5.

That is, (d, k) ∈ {(3, 3), (3, 4), (3, 5), (4, 3), (5, 3)}, giving five cases: the tetrahe-
dron, octahedron, icosahedron, cube and dodecahedron.

Finally, let’s take a look at how the constraints of Euler’s formula can be applied
in a scientific context. In molecular chemistry, a fullerene is an allotrope of carbon
that takes the form of a hollow sphere, ellipsoid or tube. Mathematically, we’ll
take the following definition:

Definition 21. A fullerene is a 3-regular planar graph in which every face of
its embedding has degree five or six.

The bonding behaviour of carbon forces every spherical / ellipsoidal fullerene
molecule to take on a structure that projects to the plane as one of our mathe-
matical fullerenes. However, not every graph-theoretic fullerene corresponds to
a chemical structure, and the chemical definition also allows for exotic objects
like carbon nanotubes that our definition does not cover.

We’ve already encountered one fullerene, as one of our platonic solids: the do-
decahedron is 3-regular and has twelve pentagonal faces. By Euler’s formula,
this is always necessary:

Proposition 5. A fullerene has exactly twelve faces of degree five.

Proof. Suppose G is a fullerene with v vertices, e edges, f5 faces of degree 5, and
f6 faces of degree 6 (so G has f = f5+f6 faces). By Euler’s formula, f = 2+e−v
so

f5 + f6 = 2 +
3n

2
− v = 2 +

v

2
.
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Tetrahedron (d = 3, k = 3)

Octahedron (d = 4, k = 3) Cube (d = 3, k = 4)

Icosahedron (d = 5, k = 3) Dodecahedron (d = 3, k = 5)

Fig. 4. The platonic solids.
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But by standard handshaking (as in Lemma 1), the 3-regularity of G gives 2e =
3v; and by handhaking for planar graphs (Lemma 9), we have 2e = 5f5 + 6f6,
so

3v = 5f5 + 6f6 = 5(f5 + f6) + f6 = 5(2 +
v

2
) + f6.

From this we obtain v = 2f6 + 20, and so

f5 = 2 +
v

2
− f6 = 2 +

v

2
− (

v

2
− 10) = 12.

We note from the proof that v = 2f6 + 20, so the dodecahedron is the smallest
possible fullerene. But it does not arise in nature3, and Chemists believe that a
necessary condition is that no two pentagonal faces share a vertex. Since there
are 12 such faces with five vertices in their boundary, this means that such an
isolated pentagon fullerene has at least 60 vertices. We can construct such
a graph with exactly 60 vertices (and thus 20 hexagonal faces)- see Figure 5.

Fig. 5. A 60-vertex fullerene.

The theoretical existence of this fullerene, C60, had been advanced several times
in the 60s and 70s; but it was not generally accepted as a realistic possibility
by the scientific community. That changed in the 80s, when it was first syn-
thesised by Kroto, Curl and Smalley. They named C60 buckminsterfullerene, or
the ‘bucky-ball’, due to its resemblence to geodesic dome constructions by the
architect Richard Buckminster Fuller (See Figure 6). They also produced C70,
showing that C60 was just one instance of a general class, the fullerenes: they
received the 1996 Nobel prize in Chemistry for opening up this field of study. It
has subsequently been shown that C60 is naturally occuring - it can be found in
soot, created by lightning, and has even been identified in clouds of cosmic dust!

3 the hydrocarbon Dodecahedrane, C20H20, has been synthesised in the lab, so the
dodecahedral structure is possible, just not as a carbon allotrope.
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Fig. 6. The Montréal Biosphère, one of Buckminster Fuller’s geodesic domes.

7 Structural Balance

In this last section, we’ll try to apply graph theory to sociology. A social network
like Facebook, where friendship is a symmetric operation (two users are friends of
each other, or not) is something we can already represent as a simple undirected
graph. Relaxing to directed graphs, we can capture networks like Twitter, where
it is possible to follow someone without them following you back.

However, our study of structural balance requires a concept of both friendship
and enmity within a network. For that, we’ll need to generalise our notion of a
graph just slightly:

Definition 22. A signed graph is a graph G = (V,E) together with a sign
function s : E → {+1,−1}. We say that an edge e ∈ E is positive if s(e) = 1,
and negative if s(e) = −1.

We will indicate the sign function visually by drawing negative edges with dashed
lines:
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Example 14.

A signed hypercube.

Signed graphs are the simplest generalisation from graphs to weighted graphs:
in general, we could think of a weight function w : E → W that assigns some
element of a weight set W to each edge. But even having just two choices for
edge weight is enough to introduce new behaviour. In particular, our treatment
of equivalence of graphs becomes more complicated.

Recall that two graphs G, G′ are isomorphic if their adjacency matrices A, A′

are equivalent in the sense that there is a some permutation matrix P such that
A′ = P−1AP; the matrix P has precisely one non-zero entry in each row and
column, and that entry is a 1.

For signed graphs, the adjacency matrix is now a symmetric {0, 1,−1}-matrix
with 0 diagonal. Two signed graphs G, G′ with adjacency matrices A, A′ are
said to be equivalent if there exists a signed permutation matrix Q such
that A′ = Q−1AQ; the non-zero entries of Q can now take values of ±1, but it
is still constrained to have just one such entry in each row and column.

A signed permutation matrix Q decomposes as Q = PS where P is a per-
mutation matrix and S is a switching matrix: a diagonal matrix with each
Sii = ±1.

Conjugation by Q therefore has two effects: as for an unsigned graph, it permutes
the vertex labels in accordance with P, but additionally the switching matrix
alters the signs of edges incident at particular vertices. Specifically, if A is an
adjacency matrix of a signed graph G, and Si is the switching matrix with a
single negative entry Sii, then the graph of Si

−1ASi is that of G, except the
sign of every edge incident at vertex i has been switched −1↔ 1:
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1

2

3 4

1

2

3 4

By visual inspection the signed graph G1 on the left is equivalent to G2 on the
right, since the vertex labels have been preserved, and we have simply swapped
all edge signs at vertex 1. Setting their adjacency matrices to be A1, A2 we have

A1 =


0 1 1 1
1 0 1 1
1 1 0 1
1 1 1 0

 ; A2 =


0 −1 −1 −1
−1 0 1 1
−1 1 0 1
−1 1 1 0

 .

We can then confirm the equivalence of the signed graphs by checking that

A2 = S1
−1A1S1 for S1 =


−1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

.

Note that any switching matrix S can be built up as a product of matrices like
S1 that feature only a single −1 entry (that is, switch at just one vertex). Care
should be taken, though: an edge eij may have its sign swapped by a switching
at i, but then swapped back by a switching at j. For example, taking

S =


−1 0 0 0
0 −1 0 0
0 0 1 0
0 0 0 1

 =


−1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1




1 0 0 0
0 −1 0 0
0 0 1 0
0 0 0 1


and A1 as before gives us equivalent signed graphs

1

2

3 4

1

2

3 4

where the second graph has adjaceny matrix
0 1 −1 −1
1 0 −1 −1
−1 −1 0 1
−1 −1 1 0
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which can be verified to be S−1A1S. It is also therefore equivalent to A2, by
switching at vertex 2.

For two signed graphs to be equivalent, it is clearly necessary for their underly-
ing graphs (that is, the graph obtained by ignoring the signs on the edges) be
isomorphic. But equivalence of signed graphs is genuinely richer than that: we
can have inequivalent classes with the same underlying graph.

To see this, consider the possible signed triangles, up to permutation (so we can
suppress vertex labelling):

Example 15.

The signed triangles.

The first two signed graphs in example 15 are equivalent to each other by switch-
ing at the top vertex, as are the second. However, there is no way to switch one
of the top two graphs to obtain either of the bottom two.

We are now in a position to start thinking about structural balance. For this
we introduce a concept of ‘social stability’ to signed graphs, interpreting the
positive edges as friendship, and the negative edges as enmity, within a social
group. The first triangle in example 15 is then clearly stable, since it represents
mutual friendship between three individuals. But the second one is also stable,
as it captures the proverb ‘the enemy of my enemy is my friend ’; there is no
tension in two friends having a shared opponent.

The other two are considered unstable. This is perhaps clearest for the last
graph, with a single negative edge. If you’ve ever found yourself trying to remain
friends with both halves of a couple that recently had an acrimonious breakup;
or avoided a social engagement with a friend because you can’t stand one of their
other friends, then you’ve been part of one of these awkward triangles. Structural
balance theory argues that there is a pressure to resolve this tension by moving to
one of the stable scenarios: either the one negative edge is swapped to a positive
one as the conflicting parties resolve their differences - perhaps mediated by
their mutual friend - or a second negative edge is introduced as that individual
is forced to choose a side.
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The remaining situation, of mutual enmity, is considered to be unstable since
any two parties can agree on at least one thing: neither of them like the third
individual. Thus it may be in their interests to form an alliance to the detriment
of their mutual enemy, thus moving to the stable triangle with two negative
edges (a spontaneous outbreak of mutual friendship seems unlikely!).

If we require every protagonist in our network to hold a positive or negative
opinion on every other, then the stability of each triangle determines the stability
of the network as a whole:

Definition 23. A complete signed graph G = (V,E) is one in which we have
a signed (positive or negative) edge between every pair of vertices v, w ∈ V .

Definition 24. A complete signed graph G is called structurally balanced if
every triangle in G is balanced (that is, contains no negative edges, or exactly
two negative edges).

An obvious question is whether any structurally balanced complete signed graphs
exist! Trivially, we have the two stable triangles from example 15, which have
underlying graph K3.

Perhaps more interestingly, we can taken any complete graph Kn; this is struc-
turally balanced since it doesn’t have any negative edges, and so represents a
clique of mutual friendship:

Example 16. The graph K12 is structurally balanced:

Obviously, we’d like some examples with negative edges too. Switching at a single
vertex of Kn gives us a family of these.
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Example 17. A structurally balanced signed graph with 11 friends who share a
mutual enemy:

(to see that this is balanced, consider any set of three vertices. Either one of
them is the red vertex, so we have a triangle with two negative and one positive
edge; or none of them are, so we have mutual friendship.)

The next graph shows more complicated behaviour: numbering the vertices by
working around the circle, we see that edges are positive between vertices that
are the same mod 2, and negative between vertices that have different parity.

Example 18.

Again, we can verify that this is structurally balanced by picking an arbitrary
triangle i, j, k; we either select i ≡ j ≡ k mod 2 for a triangle with all positive
edges, or two with one parity (giving a positive edge) and one with the other
(acting as a shared enemy with two negative edges).
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This argument shows that there are two types of positive edge: between vertices
with even label, and between vertices with odd label. Colouring the vertices and
positve edges in this way, we obtain

Which we can redraw to more clearly illustrate these two alliances:

We also had such a division in example 17, with the lone red vertex facing off
against the eleven white vertices. In fact, this turns out to be an intrinsic feature
of structural balance:

Theorem 6 (Structural balance for complete signed graphs).
A complete signed graph G = (V,E) is structurally balanced

if and only if

V = A ∪ B for (possibly empty) disjoint sets A,B such that an edge of G is
negative if and only if one endpoint is in A and the other is in B.
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The possibility of one of A, B being empty allows us to include complete unsigned
graphs as in example 16, which can be thought of as a scenario where there is
no rivalry within the network.

Proof. If we assume structural balance, then we need to construct disjoint sets
A, B such that we have a balanced partition: edges between vertices in the
same set are positive, whilst edges crossing from one set to the other are negative.

To do so, we pick some vertex u in V . If we define A to be every vertex v such
that s(euv) = 1, and B to be the rest then, as G is complete, every vertex is
assigned to one of A and B, but only one.

Now consider any two vertices v, w in A. Then s(euv) = 1 = s(euw) by con-
struction; by structural balance, the triangle on u, v, w cannot have a single
negative edge, so s(evw) = 1. Similarly, for any two vertices v, w in B s(euv) =
−1 = s(euw); since the triangle on u, v, w cannot have three negative edges,
s(evw) = 1.

Finally, suppose v ∈ A, and w ∈ B. Then s(euv) = 1 and s(euw) = −1; as the
triangle on u, v, w cannot have a single negative edge, s(evw) = −1.

Conversely, if we have a balanced partition, we need to ensure that every triangle
of G is balanced. But this is straightforward: if T is a triangle in G. Then either:
all three vertices of T are in A (so all three edges of T are positive); all three
vertices of T are in B (so again all three edges of T are positive); or two vertices
u, v are in one of A,B, so euv is positive, and the remaining vertex (w) is in the
other giving two negative edges euw, evw for a balanced triangle.

Theorem 6 demonstrates how a local condition (balanced triangles) is equivalent
to a global property (the existence of a balanced partition). Such equivalences
are often powerful tools in graph theory, allowing properties to be determined
using only local information.

However, the constraint of requiring a complete signed graph might seem overly
restrictive. It makes sense in contexts like international relations (where every
country has to have a diplomatic stance on every other) or other scenarios where
a population can be polarised into two camps (such as taking a stance for or
against a political issue). But often we can have agents in a social network who
have simply never interacted, so have no particular reason to feel friendship
or animosity. Alternatively they may indeed be friends, but haven’t bothered
to declare it on Facebook, or don’t realise that each other has a Twitter feed.
We’d like to be able to handle incomplete data of this nature, but given our two
characterisations of a structurally balanced complete signed graph, which is best
to take forward?
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Definition 25. Generalisation 1: We define any signed graph to be structurally
balanced if we can ‘complete’ it by filling in the missing edges without creating
an unbalanced triangle. (i.e., it is a subgraph of a structurally balanced complete
signed graph).

Notice that a necessary condition under definition 25 is that every triangle in a
signed graph G be balanced; but this is not sufficient:

Example 19.

1

2

3

4

5

6

7

An unbalanced signed graph. Every triangle is balanced, but it is impossible to
complete the graph in a structurally balanced way by introducing an edge from
vertex 5 to 6; triangle 4, 5, 6 requires it to be negative, but then 5, 6, 7 has a
single negative edge.

Alternatively, we may consider the global division into rival groups to be the
more interesting feature.

Definition 26. Generalisation 2: We define any signed graph to be structurally
balanced if its vertices can be partitioned into two disjoint sets A,B such that:
any edge with both endpoints in A, or both endpoints in B, is positive; whilst any
edge with one endpoint in each set is negative.

Conveniently, we don’t have to make a choice, as the two possibilities presented
in definitions 25, 26 turn out to be equivalent. If (as per definition 26) we can
fill in the missing edges of a signed graph G to get a complete signed graph G′

which is structurally balanced, then we can partition G′ by Theorem 6, and that
will be a suitable partition for definition 26. Conversely, if we have a balanced
partition of a signed graph G that satisfies the conditions of definition 26, then
we can fill in the missing edges by simply checking which sets the endpoints are
in.

So we can talk meaningfully about a signed graph being structurally balanced,
either by finding a completion, or a balanced partition. However, we saw that
simply checking that triangles were balanced was not enough to verify global
balance. Fortunately, we can generalise from triangles to arbitrary cycles.

Proposition 6. Let G be a structurally balanced signed graph. Then any cycle
in G has an even number of negative edges.
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This explains why the graph in example 19 failed to have a completion: the
4-cycle on vertices 4, 5, 6, 7 has an odd number of negative edges. Rather than
showing that we can’t complete a graph with such a cycle, though, it is easier
to use definition 26.

Proof. Let G be a signed graph with a balanced partition into sets A,B. Let C
be a cycle starting at ending at some v, and S whichever of A,B contains v;
w.l.o.g., assume S = A. Then we can walk along C from v, switching S between
A and B each time a negative edge is encountered; thus S always tracks the
set containing the current vertex. If there are an odd number of negative edges,
we’ll swap an odd number of times, so the walk will end with S = B. But the
walk ends at v ∈ A, so this cannot be; there must be an even number of negative
edges to swap back to A every time we swapped to B.

In fact, this strengthened condition is enough to characterise structurally bal-
anced signed graphs:

Theorem 7 (Structural Balance). Let G be a signed graph. Then G is struc-
turally balanced if and only if every cycle in G has an even number of negative
edges.

To prove this, we first note that a signed graph is structurally balanced if and
only if all its connected components are. Given that and proposition 6, we just
need to show that if G is a connected signed graph in which every cycle has an
even number of negative edges, then it is balanced. We will do this constructively,
by assigning the vertices to two sets (in essentially the obvious way) and proving
that this results in a balanced partition.

Consider then the following algorithm:

Balanced Partition Algorithm Let G = (V,E) be a connected signed graph
in which every cycle has an even number of negative edges. Pick any u ∈ V , and
set A = {u}, B = ∅. We will populate A,B as follows.

1. If every vertex is in A or B, terminate.

2. Otherwise, there exists at least one v which has not been assigned to a set,
with a neighbour w that has. Set the predecessor p(v) to be w.

3. – If w ∈ A and s(evw) = 1, assign v to A.

– If w ∈ B and s(evw) = 1, assign v to B.

– If w ∈ A and s(evw) = −1, assign v to B.

– If w ∈ B and s(evw) = −1, assign v to A.

4. Return to step 1.
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By connectedness, every vertex is eventually assigned to a set, and given a pre-
decessor which indicates how that choice was made; since each vertex is visited
only once by the algorithm, it cannot be assigned to both sets. So we have a
partition of V into disjoint sets A, B; we need to check that vertices joined by
positive edges are in the same set, and vertices joined by negative edges are in
distinct sets.

For a v ∈ V , let Pv be the path of predecessors

v → p(v) = v1 → p(v1) = v2 → · · · → p(vi) = u.

Such a path always exists, with finite length and terminating at u. Further, Pv

has an even number of negative edges if and only if v ∈ A.

Given v ∈ A, and w any vertex adjacent to v such that s(evw) = 1, let Pv :
v, v1, . . . , vi = u and Pw : w,w1, . . . , wj = u be their respective paths of prede-
cessors. Consider the cycle

Cvw : v, v1, . . . , vi, u, wj , . . . , w, v.

Cvw = Pv ◦ P−1w ◦ ewv, where P−1w is the reversal of Pw. As a cycle in G, Cvw

has an even number of negative edges. The subpath Pv has an even number of
negative edges since v ∈ A, and ewv is positive by assumption, so P−1w must also
have an even number of negative edges. Therefore Pw does, so w ∈ A.

The other posibilities then proceed mutatis mutandis:

– If v ∈ B, and w is adjacent to v such that s(evw) = 1, then Pv has an odd
number of negative edges because v is in a different set to u. Since evw is
still positive, this forces P−1w to have an odd number of negative edges to
ensure Cvw has an even number of such edges. So w ∈ B.

– If v ∈ A, and w is adjacent to v such that s(evw) = −1, then Pv has an even
number of negative edges, but evw is negative, which forces P−1w to have an
odd number of negative edges to ensure Cvw has an even number of such
edges. So w ∈ B.

– If v ∈ B, and w is adjacent to v such that s(evw) = −1, then Pv has an
odd number of negative edges, and evw is negative, giving an even number
of negative edges between them. So P−1w must also have an even number of
negative edges, if Cvw is to, forcing w ∈ A.

In a social context, we can therefore check that a given set of friendships and
rivalries is consistent by examing cycles; if each has an even number of negative
edges, then we have a way to assign each actor to one of two teams, and from
that division, infer the friendship status of any pair.

For instance, the following argument makes use of structural balance to explain
the international response to Bangladesh’s claim to independence from Pakistan
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in 1971. At first glance, this might seem like something the United States - a fan
of self-determination of peoples - would be in favour of, but they instead lent
their support to Pakistan. However,

“The United States’s somewhat surprising support of Pakistan ... be-
comes less surprising when one considers that the USSR was China’s
enemy, China was India’s foe, and India had traditionally bad relations
with Pakistan. Since the U.S. was at that time improving its relations
with China, it supported the enemies of China’s enemies. Further rever-
berations of this strange political constellation became inevitable: North
Vietnam made friendly gestures toward India... and China vetoed the
acceptance of Bangladesh into the U.N.”4

We can thus map out the information we have: negative relations between
Bangladesh and Pakistan, Russia and China, China and India, India and Pak-
istan. Given US-USSR rivalry during the cold war, balance would predict a
positive edge between the US and China; historically this had not held, but as
Moore describes, the US was trying to improve this relationship (Nixon’s visit
to China in 1972 would mark a key turning point). Meanwhile, the US was at
war with North Vietnam. This gives us an incomplete graph which satisfies the
cycle conditions, and thus allows us to assign a partition.

BD

PK

US

CN IN

RU

VN

and we can fill in the missing edges either by looking at the cycles they create,
or simply followinging the rules enforced by the partition

4 Michael Moore, An international application of Heider’s balance theory. European
Journal of Social Psychology, 8:401-405, 1978. via Easley & Kleinberg’s Networks,
Crowds and Markets.
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In particular we find US support for Pakistan, North Vietnamese support for
India, and Chinese opposition to Bangladesh, as observed.

It is tempting to get carried away with this, however: we have treated structural
balance as a mathematical absolute, and thus are forced to accept a division
of any balanced society into competing camps (or, if we’re very lucky, perfect
peace). But the original sociological argument was simply that unbalanced tri-
angles introduce tension, not that they are forbidden by a universal law. Despite
our success in using balance to unravel 1970’s geopolitics, it is fair to ask how
realistic an assumption it is.

Stability stable stable unstable unstable

N∆, observed 26,329 39,519 4,428 8,032

N∆, random model 10,608 28,545 30,145 9,009

Fig. 7. Signed triangle counts for observed data and a random model.

Figure 7 lists the counts of each signed triangle type in a dataset corresponding
to player interactions in a massively multiplayer online game5. Also shown are
the counts for a model where edges are assigned a positive or negative sign
randomly rather than emerging from player behaviour. (You might want to think
about how to do this fairly; the question of triangle formation in social graphs
versus random ones is already interesting!) As expected, stable triangles occur
more frequently in real data than the model, particularly the case of mutual

5 M. Szell, R. Lambiotte and S. Thurner, Multirelational organization of large-scale
social networks in an online world, Proc. Natl. Acad. Sci. U.S.A. 107 (2010) 13636.
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friendship. But although unstable triangles are less common than would occur
at random - dramatically so for the case of a single negative edge - they are far
from forbidden.

Rather than an absolute law, then, structural balance might be best interpreted
as a tendency, or something that is mostly true. Indeed, we can construct ap-
proximate versions of the balance theorem.

Theorem 8 (Approximate Balance). Let 0 ≤ ε < 1/8, and δ = 3
√
ε. If

G = (V,E) is a complete signed graph in which at least 1− ε of all triangles are
balanced, then either:

1. There is a set S consisting of at least 1− δ of the vertices, in which at least
1− δ of all edges between elements of S are positive;

2. Or V can be partitioned into sets A, B such that
– at least 1− δ of the edges in A are positive;
– at least 1− δ of the edges in B are positive;
– At least 1− δ of the edges with one endpoint in A and the other in B are

negative.

The proof is delicate, but not too hard conceptually. The first step is to pick
a sufficiently well-behaved vertex to infer the partition from, and the second is
to verify that not too many edges have the wrong sign for their context (within
a set, or between the two sets) as a result of that partitioning. However, since
this is not a course in analysis, we will leave the details to others6. Instead, we’ll
close with an example that illustrates the discrepency between the proportion
of balanced triangles, and the proportion of edges we can be sure of as a result.

Example 20. Taking ε = 0.001, we obtain δ = 0.1 and thus:
If G = (V,E) is a complete signed graph in which at least 99.9% of all triangles
are balanced, then either:

1. There is a set S consisting of at least 90% of the vertices, in which at least
90% of all edges between elements of S are positive;

2. Or V can be partitioned into sets A, B such that
– at least 90% of the edges in A are positive;
– at least 90% of the edges in B are positive;
– At least 90% of the edges with one endpoint in A and the other in B are

negative.

6 See Easley & Kleinberg’s Networks, Crowds and Markets.


